Understanding Machine
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A Hardware Perspective
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Overview

 Linear Classifier
e Score function
* Loss function and softmax classifier
* Gradient Descent

e Neural Network



Discussion on HW 2

Assiming you are asked o design a specilic processor Lo implenenting matrix-vector multiplication based

* P ro ble m 2 on the basic RV3E2 architecture. In other words, preform the following computing in a single cyele processor,
2 1 12+ 2 3+43
313 3-1
4 1
1~ 3- J, x 3. ]_ 3

Figure 2: A matrix-vector prodoct example

Register =0 is the base pointer to save the following sequence {1.2.3.2. 3 4. 1. 3.1.3. 2.2} in words (32hit).
Register 0 is the base pointer to store the output resulis. For the multiplication, plesse refer to the BVE2M

extension in appendix [ For simplicity, we only use the ansigned mualtiplication instruction MUL here

(a) Write assembly codes to implepent the matrixevector prodioct based on BVEL/RVEIM instruction set.
(hint: please vse branch o minimize the code length,)

(b) Tailor a specific instrection set which only needs to support the above code. Use a table to ilhestrate all
the instructions and their opoode foperand Gelds.

(e) Write an RTL code to realize all the instructions used in the above table. (hint: no seed for pipeline lwere,
and reuse the code in HW#1.)



Linear Classifier



Classification

* The most common
and simple task in
ML

* Problem: from
human to data

(assume given set of discrete labels)
{dog, cat, truck, plane, ...}
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What the computer sees

An image is just a big grid of
numbers between [0, 255]:

e.g. 800 x 600 x 3
(3 channels RGB)




Why Hard ?

* Hard to
get criteria

e Harder if
occlusion




An Image Classifier

 Method 1: Define explicit feature (Unfortunately not working)

* Method 2: Machine Learning / Data-driven approach
e Collect data set and train a model

def train(images, labels): Memorize all
' —_—

def classify_image(image): return model data and labels

return class_label l

def predict(model, test_images): Predict the label
Sy creaser renes s —— of the most similar

refufn fést_labélé | a4 :
training image



50,000 training images
10,000 testing images

* Small but real pictures

« CIFAR 10 (100)

* Handwrite digits
e 10 classes

Common Data set

* MNIST
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Linear Classifier

* Use CIFAR 10 as examples
* What's the size of x, wand f ?

f(x,W) = WXx

> f(x,W) ». 10 numbers giving

T class scores
Array of 32x32x3 numbers
(3072 numbers total) VV

parameters
or weights



Score Function

* In practice, we may need bias
* f() is also called score function

3072x1

f(x,W)

T

Array of 32x32x3 numbers

> f(x,W)

(3072 numbers total) VV

WK +

10x1 10x3072

b

10x1

parameters
or weights

>

10 numbers giving
class scores



A simple example

* Assuming we have an image with 4 pixels, and 3 classes

(cat/dog/ship)
* Pick up the maximum.

Stretch pixels into column

56
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AN 02 | 05| 0.1 | 2.0
i 723
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Input image
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Cat score

Dog score

Ship score



Loss function

* A loss function tells how good Suppose: 3 training examples, 3 classes.
a classifier is With some W the scores f(z, W) =Wz are:

Given a dataset of examples
N
{ (:I"?, 9 yi) i=1

Where I ; is image and

Y; is (integer) label cat 3.2 1.3 22

Loss over the dataset is a car 51 4.9 2.5
sum of loss over examples:

frog -17 20 '3.1

L:%ZMW%WMJ



Softmax Classifier

e Other loss function, such as multiclass SVM, is not included in the
class.

* Motivation: interpret raw classifier scores as probabilities

* Also known as logistic regression classifier

e Softmax uses a cross-entropy loss L . 1{:}{? ( E"'fy" )
T -



Softmax Classifier Example - |

Want to interpret raw classifier scores as probabilities
S = f(il)z, W) PUY — & X — m) = ek __| Softmax

3>, €7 Function

e
cat 3.2 24.5
car 51 —~{164.0
frog -1.7 0.18

unnormalized
probabilities



Softmax Classifier Example - Il

cat
car

frog

s = f(zi; W)

Probabilities
must be >=0

24.5

3.2
51 L 1640 normalize

exp

-1.7 0.18

unnormalized
probabilities

P(Y = kX = &)

e’k

Zj e’

Probabilities
must sum to 1

0.13
0.87
0.00

probabilities

Want to interpret raw classifier scores as probabilities

Softmax
Function



Softmax Classifier Example - Il

cat
car

frog

log-probabilities / logits

s = f(zi; W)

Probabilities
must be >=0

3.2
9.1
-1.7

24.5
—.1164.0
0.18

Unnormalized

unnormalized
probabilities

normalize
_—

Want to interpret raw classifier scores as probabilities

P(Y =k|X=g;) = =

‘ ' Softmax
>2; €7 Function

Probabilities
must sum to 1

0.13
0.87
0.00

probabilities

L;i = —log P(Y = 4| X = ;)

—. L =-log(0.13)
= 2.04

Maximum Likelihood Estimation
Choose probabilities to maximize
the likelihood of the observed data



Softmax Classifier Example - [l

Want to interpret raw classifier scores as probabilities

cat
car

frog

log-probabilities / logits

3.2
5.1
-1.7

s = f(zs; W)| |PY =kl X=2i)=
Probabilities Probabilities
must be >=0 must sum to 1

exp

24.5
164.0
0.18

Unnormalized

unnormalized
probabilities

normalize O . 87
0.00

probabilities

_€* | Softmax
82 | .
>_; €7 | Function

L;i = —log P(Y = 4| X = z;)

0.1 3 — compare <«—

Cross Entropy

H(P,Q) =
H(p) + Dk L(P|Q)

1.00
0.00
0.00

Correct
probs




A computing trick

* Exponential computing might generate very big numbers, exceeding

the integer range

* Scaling is before exponential domain

np.array([123, 456, 789])

o Sample COde: np.exp(f) / np.sum(np.exp(f))

also work in
HW!

f == np.max{f)
p = np.exp(f) / np.sum{np.exp(f))

efu
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How to find the best weight ?

* Recap: dataset, score function, loss function

* How to find the best score function / weights?

* Normally, random initiate provide 10%~15% accuracy for 10 class, like
guess

* Find the min. ( ) ?




Gradient Descent Jw)

e Derivative / Gradient

df(e) _ . fe+h) - f(@

dx h —0 h

* The slope in any direction is the
dot product of the direction
with the gradient The direction
of steepest descent is the
negative gradient

Initial .

' Gradient

f (x) = nonlinear function of x




Numerical Gradient Computing

current W: W + h (first dim): gradient dW:
[0.34, [0.34 + 0.0001, 2.5,

-1.11, -1.11, ?.

0.78, 0.78, 2, \

0.12, 0.12, (1.25322 - 1.25347)/0.0001
0.55, 0.55, =-25

2.81, 2.81, if@) . fe+h) — f@
3.1, 3.1, e "o h
-1.5, -1.5, ?,

0.33,..] 0.33,..] 2,..]

loss 1.25347 loss 1.25322




Analytical Gradient Computing

* We all learned calculus.
* Linear derivative is super easy:
f (a)=ax+Db, f ’(a)=x

e What about softmax?




Derivative of softmax classifier
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Numerical vs. Gradient

* Numerical gradient: approximate, slow, easy to write
* Analytic gradient: exact, fast, error-prone
---- When you only have CPUs

---- Numerical gradient is NOT slow when you have accelerator!



Neuron Network



Neuron

* Neuron Structure

Impulses carried toward cell body

\ dendrite
. presynaptic
terminal

Impulses carried a;vay
from cell body

This image by Falipe Perucho
i& lioensed under CC-H'

* It has many layers.

* |ts math model

Z( wo

*® synapse
axon from a neuron
WoTo

cell body f (Z Wiy + b)
w1 i
> w; 2; + b =
Z s f output axon
activation
Wo Ty function

Very similar to linear
classifier, except ...



Artificial Intelligence and Machine Learning

Artificial Intelligence Artificial Intelligence

Machine Learning

“The science and engineering of creatin
9 9 g “Field of study that gives computers the ability

to learn without being explicitly programmed”
— Arthur Samuel, 1959

intelligent machines”
- John McCarthy, 1956




Brain Inspired and Neural Network

Artificial Intelligence Artificial Intelligence

Machine Learning Machine Learning

Brain-Inspired Brain-Inspired

Neural

An algorithm that takes its basic Networks

functionality from our understanding
of how the brain operates

Deep
Learning



MLP and Deep Learning

* Previously, we have a name called: MLP: multi-level perceptron
* Now: Deep Learning

output layer
input layer
hidden layer

“Volvo
XC90”



Back-propagation

* How can we find the derivative for multi-layer structure?
Backpropagation: a simple example | x -~

f(z,y,2) = (z + y)=z
eg.x=-2,y=5,z=-4

- g _ 4 0q
qg=zT+y Y 1
£ of _ _ of _ Chain rule: Oz
f_qz aq_z’az_q B_f_a_f_ag
~of of of dr  Oq Ox
Lol Oz’ 8y’ Oz Upstr{e'am (. S0al

gradient gradient




Chain Rule

£
“local gradient”
N Sy
AR
(o) >
A :
oL
0z
%;
oL 7, -
gradients




Activation Functions

== () (15e=) = -t

(1+e“")2 14€- 14€”

Leaky RelLU

Sigmoid
max(0.1z, x)

Sigmoid is easy
for derivative

tanh Maxout

tanh(z) g . max(wj « + by, w; T + bo)
] ELU
T x>0
ale” —1) <0 i

2

RelLU
max (0, x)

RelLU is the most common one
Used in recent CNN




Vectorized Gradient Computing

e Jacobian Matrix

T o of 1

J=|— -.-. =
3:.‘3‘1 3:!1'.,1

* How big will be the Jacobian

matrix?

of

311‘1

Ofm
3&‘1

af1
oz,

Ofm

Oz, |

* Mini-batch make it worse

4096-d
input vector

o ~ i -] @ o

_—

-

- (elementwise)

f(x) = max(0,x) ———=  4096-d
output vector

RelLU function

derivative of RelLU
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derivative exadqtly zero here
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Using Numpy to train a 2-layer model

import numpy as np
from numpy.random import randn

* For simplicity: use
Sigmoid aS activation N, D_in, H, D_out = 64, 1000, 100, 10
X, y = randn(N, D_in), randn(N, D_out)

wl, w2 = randn(D_in, H), randn(H, D_out)

for t in range(2000):
h=1/ (1+ np.exp(-x.dot(wl)))
y_pred = h.dot(w2)
loss = np.square(y_pred - y).sum()
print(t, loss)

grad_y_pred = 2.0 % (y_pred - y)
grad_w2 = h.T.dot(grad_y_pred)

grad_h = grad_y_pred.dot(w2.T)

grad_wl = x.T.dot(grad_h * h * (1 - h))

wl —= le-4 * grad_wl
w2 -= le-4 % grad_w2



Inference vs. Training

* Inference: Apply weights to determine output

* Training: Determine weights
- Supervised: Training set has inputs and outputs, i.e., labeled
- Unsupervised: Training set is unlabeled
- Semi-supervised: Training set is partially labeled
- Reinforcement: Output assessed via rewards and punishments



Fully Connected Layer

e Just as the linear classifier

* Even today, the last stage of DNNs are still FC layers

Weight
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Polling Layer

 Reduce resolution of each
channel independently

* Overlapping or non-overlapping
- depending on stride

* Increases translation-invariance
and noise-resilience

2x2 pooling, stride 2

Max pooling

Average pooling



Normalization Layer

e Batch Normalization (BN)

* Normalize activations towards mean=0 and std. dev.=1 based on the statistics
of the training dataset

* Believed to be key to getting high accuracy and faster training on very deep
neural networks.

* Makes training harder, but almost do not affect inference.

data mean

Convolution Activation \ learned scale factor
F X — U "
' Vo2 + ¢ N
7 A learned shift factor

data std. dev. small const. to avoid
numerical problems



summary

Next time: CNN



